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Abstract
We prove that for any formal verification of any real system, the cor-

respondence between the formal proposition and the system it describes
cannot be established within any finite tower of formal languages. The
proof follows from Tarski’s undefinability theorem applied iteratively:
verifying that a proposition correctly describes a system requires ex-
pressing a correspondence claim that, by Tarski’s theorem, cannot be
formulated within the proposition’s own language. Expressing the cor-
respondence in a richer metalanguage generates a new correspondence
claim that cannot be formulated in the metalanguage, producing an in-
finite regress that no finite extension of the formal framework can re-
solve. The result is structural, not contingent on current tooling or the
complexity of the target system. We discuss five caveats—concerning
human knowledge, the value of formal verification, partial gap closure,
varying assumption strength, and the functionalist objection—and draw
implications for the verification of AI-generated software artifacts.

Keywords: formal verification, Tarski’s undefinability theorem, verification
regress, software correctness, correspondence problem, AI-generated arti-
facts, intent evaporation, aboutness gap

1 Introduction

Formal verification has emerged as one of the most rigorous approaches to
establishing the correctness of software systems. Modern theorem provers—
Lean 4, Coq, Dafny, F*—canmechanically check whether a proof establishes
a proposition, providing a level of assurance that testing alone cannot de-
liver. The phrase “formally verified” carries significant weight in both aca-
demic and industrial contexts, and its use is expanding as AI systems in-
creasingly generate code, specifications, and even proofs.
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Yet the phrase is routinely used as if it establishes more than it does.
When a practitioner says a system is “formally verified,” the implication is
that the system has been proved correct—that it does what it is supposed
to do. This paper asks a precise question: can formal verification, in prin-
ciple, establish that a system does what it is supposed to do? Or is there a
structural ceiling beyond which the apparatus of formal proof cannot reach?

We prove that the ceiling exists and is structural. Specifically, we prove
that for any formal verification of any real system, there exists at least one
correspondence claim—the claim that the formal proposition correctly de-
scribes the system—that is necessarily relied upon but cannot itself be for-
mally verified. Moreover, any attempt to verify this claim by extending the
formal framework generates a new correspondence claim of the same kind,
producing an infinite regress that no finite tower of formal languages can
resolve.

The proof follows from Tarski’s undefinability theorem (1936), which es-
tablishes that the truth predicate for a formal language cannot be defined
within that language. We apply this result iteratively to the tower of meta-
languages required by successive attempts to formalize the correspondence
between a proposition and the system it describes.

This result is not an argument against formal verification. Formal verifi-
cation remains a valuable and powerful instrument for establishing internal
consistency of propositions and proofs. The result is an argument for pre-
cision about what the word “verified” means: it means a proposition was
checked, not that the proposition describes the system. The gap between
the proposition and the system is where human judgment lives, and no for-
mal method can substitute for it.

The result has particular relevance for the verification of AI-generated
artifacts. When AI systems generate specifications, code, or proofs, the cor-
respondence between these formal artifacts and the intended system behav-
ior depends on human judgment at every level. Our result establishes that
this dependence is not a current limitation of AI capabilities but a structural
feature of formal verification itself.

2 Preliminaries

We establish the definitions and prior results on which the main theorem
depends.

2.1 Formal Language and Verification

Definition 1 (Formal Language). A formal language L is a triple (A,F,R)

where A is an alphabet of symbols, F is a set of well-formed formulas (propo-
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sitions) over A, and R is a set of inference rules that determine which for-
mulas are derivable from which. We require L to be sufficiently expres-
sive to encode Peano arithmetic—a standard assumption that holds for all
languages used in modern theorem provers (Lean 4, Coq, Dafny, F*, Is-
abelle/HOL).

Definition 2 (Verification Procedure). A verification procedure V for a for-
mal language L is an algorithm that, given a proposition P in F and a proof
object π purporting to establish P , determines whether π is a valid proof of
P according to R. In modern type-theoretic provers, this is type-checking:
V confirms that the proof term π inhabits the type P .

Definition 3 (External System). An external system S is any entity that ex-
ists outside the formal language L. Smay be a software system, a hardware
device, a physical process, or any other object about which formal claims
are made. We do not require S to be formalizable or even fully describable.
We require only that S exists and is the intended subject of the verification
effort.

Definition 4 (Correspondence Claim). A correspondence claim C(P,S) is
the assertion that a proposition P in L correctly describes some aspect of
an external system S. “Correctly describes” means that the formal property
asserted by P holds of S when interpreted in the intended way—that is,
there exists an interpretation function I mapping the formal symbols of P
to entities and relations in S such that the truth of P under I coincides with
the actual state of affairs in S.

2.2 Tarski’s Undefinability Theorem

We state Tarski’s result in the form required for our proof.

Theorem 1 (Tarski, 1936). Let L be a formal language sufficiently expres-
sive to encode Peano arithmetic and its own syntax (via Gödel number-
ing). There is no formula True(x) in L such that for every sentence φ in
L, True(⌜φ⌝) holds in L if and only if φ holds in L, where ⌜φ⌝ is the Gödel
number of φ.

Informally: L cannot define a truth predicate for its own sentences. To
define truth for L-sentences requires a metalanguage L′ strictly richer than
L.

The relevance to verification is this: a correspondence claim C(P,S)—
“proposition P correctly describes system S”—is a truth claim about the
relationship between L-sentences and entities outside L. It requires evalu-
ating whether the formal sentence P , when interpreted over S, is true. This
is precisely the kind of truth claim that Tarski’s theorem shows cannot be
expressed within L itself.
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3 Main Result

We now state and prove the main theorem.

Theorem 2 (Verification Regress). Let L be a formal language sufficiently
expressive to encode Peano arithmetic. Let S be any entity external to L.
Let V be a verification procedure in L. Then:

(i) V can establish that a proof π in L establishes a proposition P in L.
(Internal verification—decidable within L.)

(ii) The correspondence claim C(P,S)—“P correctly describes S”—is not
expressible as a proposition in L.

(iii) For any extension L′ of L in which C(P,S) is expressible as a proposi-
tion P ′ and provable, a new correspondence claim C ′(P ′,S) arises—“P ′

correctly describes the relationship between P and S”—which is not
expressible in L′.

(iv) Therefore, no finite tower of formal languages L ⊂ L′ ⊂ L′′ ⊂ · · · can
establish, by formal means alone, that a proposition in L correctly de-
scribes S.

Proof. Part (i). This follows directly from the definition of V. The veri-
fication procedure checks whether π is a valid derivation of P according
to the inference rules R of L. In type-theoretic provers, this amounts to
type-checking: confirming that the term π has type P . This is a decidable
procedure internal to L and is the well-established foundation of all modern
proof assistants.

Part (ii). The correspondence claim C(P,S) asserts that P , when inter-
preted over S via an interpretation function I, is true of S. This requires L
to express the relationship between its own sentences and entities external
to it—that is, to define a partial truth predicate for L-sentences relative to
external interpretations.

By Tarski’s undefinability theorem, L cannot define a truth predicate
for its own sentences. A fortiori, L cannot define a truth predicate for its
own sentences relativized to external interpretations, since such a predicate
would, for the special case whereS is the standardmodel of arithmetic, yield
the unrestricted truth predicate for L. Therefore C(P,S) is not expressible
in L.

Part (iii). Suppose we extend L to a richer metalanguage L′ that can
express claims about the relationship between L-sentences and S. In L′,
the correspondence claim C(P,S) can be formulated as a proposition P ′ and,
supposing the formalization is adequate, proved.
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But L′ is itself a formal language sufficiently expressive to encode Peano
arithmetic (since L′ extends L, which already encodes it). The proposition
P ′ is an L′-sentence. For the verification of P ′ to be about the actual rela-
tionship between P and S—rather than merely about L′-internal objects—a
new correspondence claim is needed:

C ′(P ′,S) : “P ′ correctly describes the relationship between P and S”

By the same argument applied to L′ in place of L, C ′(P ′,S) is not expressible
in L′. It requires a further extension L′′, and the argument iterates.

Part (iv). Parts (ii) and (iii) establish that each level in the tower L ⊂
L′ ⊂ L′′ ⊂ · · · produces a correspondence claim that is not expressible at that
level and requires the next level to formalize. Since this holds at every finite
level, no finite tower resolves the regress. The gap between the lowest-level
proposition P and the external system S is mediated by an infinite chain of
correspondence claims, each requiring a strictly richer language than the
one before.

Therefore, for any formal verification effort in any formal language, the
claim that the verified proposition correctly describes the external system
cannot be established by formal means within any finite extension of the
framework.

Corollary 3. For any formal verification of any real system, there exists at
least one correspondence claim that is relied upon but not formally verified.
This claim is a necessary precondition for the verification to be about the
system at all, and it cannot be eliminated by any extension of the formal
framework.

Proof. Immediate from Theorem 2. The verification procedureV establishes
that π proves P in L (Part (i)). For this to constitute verification of S, the cor-
respondence claim C(P,S) must hold (Part (ii)). C(P,S) is not provable in L
and generates an infinite regress under any finite extension (Parts (iii)–(iv)).
Therefore C(P,S) is necessarily relied upon as an unverified assumption.

4 Discussion of Caveats

The result above is precise in its scope. Five caveats are necessary to pre-
vent misapplication.

4.1 The Theorem Is About Formal Verification, Not Human
Knowledge

Theorem 2 establishes that the correspondence between a formal propo-
sition and a real system cannot be formally verified. It does not establish
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that the correspondence cannot be known. Humans routinely make correct
correspondence judgments—“this model describes that system”—through
understanding, testing, domain expertise, code review, integration testing,
and accumulated experience. The knowledge that a model describes a sys-
tem is human knowledge, grounded in empirical engagement with both the
model and the system.

The theorem’s claim is specifically that this knowledge cannot be for-
malized and checked by a verification procedure in the way that a proof can
be checked against a proposition. The word “verified” in its formal sense
does not cover correspondence judgments. In practice, correspondence is
established through a combination of informal reasoning, testing, and pro-
fessional judgment—none of which are captured by the formal apparatus.

4.2 The Theorem Does Not Invalidate Formal Verification

Formal verification establishes that a proof is valid relative to a proposition.
This is a real and valuable property. A system whose critical specifications
have been formally proved is in a substantially stronger position than one
relying on testing alone. The theorem does not argue that formal verifica-
tion is useless; it argues that the word “verified” should be understood as
referring to the proposition, not to the system. Formal verification provides
certainty about the formal artifact. The link between the formal artifact and
the real system is where uncertainty resides, and acknowledging this is a
strength, not a weakness, of the verification practice.

4.3 Partial Closure of Specific Gaps Is Possible

While the full tower of correspondence claims cannot be resolved, individ-
ual layers can be tightened or closed. Dafny verifies source code that is
then compiled to executable targets; the verified artifact and the running
artifact share a common source, reducing the model–implementation gap
to the correctness of the Dafny compiler. CompCert provides a verified C
compiler, mechanically proved to preserve program semantics from source
to assembly, closing one additional layer. seL4 provides a verified micro-
kernel with a machine-checked proof that the C implementation refines the
abstract specification.

These projects represent the state of the art in reducing the distance be-
tween the formal model and the running system. The theorem does not deny
their value. It clarifies that even in these cases, the full tower—from the top-
most specification to the physical hardware—is not formally closed. Each
project explicitly identifies its trust boundary: seL4 trusts the hardware,
CompCert trusts the assembly semantics and the hardware, Dafny trusts
its compiler and the target runtime. The correspondence between the low-
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est verified layer and the physical world remains a trust assumption, not a
formal result.

4.4 The Strength of the Correspondence Assumption Varies

Not all correspondence claims carry the same epistemic weight. When the
formal model and the real system are in the same language—as when Dafny
verifies Dafny source code that is then compiled—the correspondence as-
sumption is narrow: trust the compiler. When the model is in a different
language from the system—as when Lean 4 is used to model Drools rules
or Java functions—the correspondence assumption is wide: trust that the
human-authored Lean 4 formalization correctly represents the behavior of
code in an entirely different language and runtime environment.

The theorem applies equally to both cases, but the practical consequence
differs greatly. A narrow correspondence assumption, supported by a ver-
ified or extensively tested compiler, is a reasonable engineering practice.
A wide correspondence assumption, unsupported by any formal connection
between the two languages, is a substantial trust commitment. The theorem
makes this distinction visible by identifying exactly where the unverified as-
sumption lies.

4.5 The Functionalist Objection

A functionalist position—following Dennett (1987) and, more recently, Coelho
Mollo and Millière (2023, 2025)—holds that intentionality is reducible to
computational or causal-functional relations. On this view, the correspon-
dence claim C(P,S) is itself a computational claim and should, in principle,
be expressible within a sufficiently rich formal language.

The theorem accommodates this objection. Even granting that C(P,S)
is a computational claim expressible in some language L′, Tarski’s theorem
still applies to L′: the truth predicate for L′ is not definable in L′. The corre-
spondence claim C ′(P ′,S)—asserting that the L′-formalization P ′ of C(P,S) is
itself correct—is not expressible in L′. The regress continues regardless of
whether intentionality is mystical, physical, or computational. What drives
the regress is not the metaphysical nature of correspondence but the self-
referential structure of truth for formal languages. The functionalist posi-
tion does not escape the regress; it reframes what each step in the regress
is about without eliminating any step.

5 Implications for AI-Generated Artifacts

The result has particular significance for the growing practice of using AI
systems to generate software specifications, code, and formal proofs.
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When a human engineer writes a formal specification, the correspon-
dence between the specification and the intended system behavior is grounded
in the engineer’s understanding of the system, the business requirements,
and the domain. This correspondence is not formally verified—Theorem 2
shows it cannot be—but it is supported by a human’s genuine engagement
with both the formal artifact and the real-world problem. The unverified
correspondence assumption is backed by human judgment.

When an AI system generates a specification, no such grounding exists.
The AI produces an artifact that is shaped like a specification—syntactically
well-formed, formally consistent, and optimized for plausibility based on
training data—but the correspondence between this artifact and the in-
tended system behavior is not supported by any being’s engagement with
the real-world problem. Hattiangadi and Schoubye (2025) characterize such
outputs as having “ersatz meaning”: they function as if meaningful and can
be used to acquire true beliefs, but they do not bear genuine intentionality
in the technical sense.

Theorem 2 clarifies why this matters for verification specifically. The
correspondence claim C(P,S) was already unverifiable when P was human-
authored; the human’s judgment was the irreducible trust assumption. When
P is AI-generated, the trust assumption is not merely unverified—it is un-
supported. No one has the correspondence knowledge that the assumption
requires, because no one authored P with an understanding of S.

This has implications across the AI verification landscape. Spec-driven
development frameworks (Kiro, Spec Kit, Tessl, OpenSpec) that use AI to
generate specifications from natural-language descriptions create artifacts
whose correspondence to business intent is mediated by a natural-language-
to-formal-language conversion with no formal guarantee of fidelity. LLM
evaluation frameworks that use AI-generated rubrics or AI judges introduce
correspondence assumptions about the rubric’s relationship to the evalua-
tion intent. Governance frameworks that accept AI-generated documenta-
tion of “intended purpose” are relying on correspondence claims that no
human may have examined.

In each case, the pattern we call intent evaporation—the systematic con-
version of human purpose into a measurable proxy, with the conversion
treated as lossless when it is not—is amplified by AI generation. The proxy
was already an imperfect representation of intent; when the proxy itself is
generated by a system with no understanding of the intent, the distance
between the formal artifact and the human purpose it is supposed to serve
becomes unmeasurable within the formal framework.
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6 Related Work

The question of whether formal verification can establish the correctness of
real software systems has a long and sometimes contentious history.

Fetzer (1988) argued in “Program Verification: The Very Idea” that pro-
gram verification cannot establish the correctness of programs because pro-
grams are causal models of physical processes and the correspondence be-
tween the model and the process is empirical, not formal. His argument
was controversial and generated vigorous responses from Hoare (1994),
who maintained that formal methods provide meaningful assurance despite
the model-world gap. Our result is more precise than Fetzer’s: it identifies
the specific mechanism (the Tarskian regress) that makes the model-world
gap formally unclosable, rather than relying on a general argument about
the empirical nature of causation.

DeMillo, Lipton, and Perlis (1979) argued that mathematical proof in
practice is a social process and that formal verification of programs lacks
the social mechanisms (peer review, incremental understanding, commu-
nity validation) that give mathematical proof its epistemic force. Our result
is orthogonal: we do not question the social epistemology of proof but iden-
tify a formal limitation that holds regardless of the social context.

The seL4 project (Klein et al., 2009, 2014) represents the most rigor-
ous practical engagement with the model-system gap, providing a chain of
machine-checked proofs from an abstract specification through a Haskell
prototype to a C implementation, with an explicit trust boundary at the hard-
ware. CompCert (Leroy, 2009) provides a verified compiler with a machine-
checked proof of semantic preservation. These projects demonstrate that
individual layers of the correspondence can be formally closed, consistent
with Caveat 4.3 above.

Tarski’s undefinability theorem (1936) and Gödel’s incompleteness the-
orems (1931) are the foundational results on which our argument rests.
The specific application of Tarski’s theorem to the correspondence between
formal models and external systems, via an iterative regress argument, ap-
pears to be novel in the context of software verification, though the general
pattern of Tarskian hierarchies is well-known in mathematical logic (Kripke,
1975; Halbach, 2014).

Hattiangadi and Schoubye (2025) argue that LLM outputs are “mean-
ingless” in the technical sense that they lack communicative intentions,
coining the term “ersatz meaning.” Storey et al. (2026) propose “intent
debt” as a distinct category of software health debt. Both works approach
the territory addressed by our result from different angles—philosophy of
language and software engineering, respectively—without formalizing the
verification-specific impossibility.
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Rice’s theorem (1953) establishes that non-trivial semantic properties of
programs are undecidable, blocking general verification algorithms. Our
result is complementary: Rice shows that verification cannot be automated
for arbitrary programs; we show that even when verification succeeds for
a specific program (via a specific proof), the result does not extend to the
real system without an unverifiable correspondence assumption.

7 Conclusion

We have proved that for any formal verification of any real system, the claim
that the formal proposition correctly describes the system cannot be estab-
lished within any finite tower of formal languages. The result follows from
Tarski’s undefinability theorem applied iteratively and is structural—it does
not depend on the complexity of the target system, the sophistication of the
verification tool, or the quality of the formal model.

The practical consequence is not that formal verification is valueless but
that the word “verified” should be understood precisely. Formal verifica-
tion establishes that a proof is valid relative to a proposition. Whether the
proposition describes the system is a correspondence judgment that lies out-
side the formal apparatus. This judgment is typically sound when made by
competent engineers with domain expertise and access to the real system.
It is not sound when no such engineer exists—as is increasingly the case
when AI systems generate specifications, code, and proofs without human
engagement with the underlying problem.

The discipline required by this result is not better verification. It is pre-
cision about what verification can and cannot do, and the recognition that
the correspondence between formal artifacts and the real world is, and will
remain, a human responsibility.

A machine-checked formalization of the main theorem in Lean 4 or a
similar proof assistant, while beyond the scope of the present paper, would
be valuable future work and would itself serve as an illustration of the re-
sult: the formalization would verify the theorem’s internal consistency while
the correspondence between the formalized theorem and the metatheoretic
claim it represents would remain a human judgment.
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